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Abstract 

With the increasing use of computers as tools for disabled persons to interact and 
communicate, the need for Speech Recognition software to produce valuable 
real-time text transcripts has grown dramatically.  In order for one of these 
transcripts to be truly useful, they must be both accurate and readable.  The 
useful transcript should contain both words that are correctly recognized and 
ideas and thoughts that are maintained.  Significant advances since the 
introduction of commercial Speech Recognition has led to several systems 
attempting to improve the readability of the resulting transcript.  In this paper we 
review these systems and identify areas where much work remains to be done in 
order to refine a perfect and accessible transcript for use as a substitute of 
physically hearing and interacting during a speaker’s lecture.  We also propose 
ideas for continuing research, including ways to improve an existing system to 
become a practical, everyday tool for both the hearing and hearing-impaired. 

 

1.  Introduction 

The readability of a text document refers to the value of the document for a reader in 
terms of understanding and communicating the speech.  This paper reviews several 
methods which increase the readability of recorded speech translated automatically into a 
text document.  Section 2 describes the history and background of Speech Recognition, 
and the main points of focus in our research.  Section 3 explains methods for measuring 
the readability of the transcripts, while Section 4 details various systems which are in use 
today to automatically increase readability and accuracy.  Next, Section 5 lists several 
ideas for future research directions and improvements for use, especially in a classroom.  
Finally, Section 6 focuses on our own proposals for creating a formatted version of an 
existing Speech-to-Text Translation System, while Section 7 is a conclusion of our 
research.   
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2. Speech Recognition 

Research on Speech Recognition was initiated in 1936 by AT&T’s Bells Labs, in an 
effort to create secure conversation during World War II.  Speech recognition did not 
become commercial until 1982, with the introduction of Covox.  By the year 1986, [1] 
Carnegie Mellon University developed Sphinx, the first system that demonstrated the 
possibility of a continuous-speech, large-vocabulary recognition system independent of 
speaker changes.  Since then, speech recognition has improved dramatically, and is used 
in many applications, but it is still not 100% accurate. 

Since the introduction of Covox in 1982, Speech-to-Text Translation Systems have been 
used in a variety of situations, including automated telephone voice menu systems, real-
time dictation and transcription for word processing, and assistive technology for people 
with disabilities [2].  However creating a perfect Speech-to-Text Translation is a difficult 
problem to solve, due to a vast pool of words and phrases that a computer must 
understand, in addition to a wide range of languages, accents, and other voice 
characteristics.   
 
This report summarizes research on techniques that attempt to make text translations of 
spoken words more precise, while reducing cost and time, and retaining the readability.  
An ideal translation of Speech-to-Text could potentially solve the problem of phone 
communication for individuals who are hearing-impaired as well as allow speeches, 
classroom lectures, interviews, or court cases to be documented without a specially 
trained stenographer for use by both the hearing and hearing-impaired alike.  However, in 
order for these scenarios to be effective, the final transcripts require a high level of 
accuracy and readability. 
 
3. Measuring Readability 
 
Readability of a transcript is important for the reader in order to understand and 
comprehend the full text as well as if it were spoken into the computer.  However, when a 
person speaks, things such as punctuation and changes in train of thought are not spoken, 
and must be filled in by the translator.  Similarly, pauses and phrases that are not 
necessary can be omitted to increase readability, but a system must careful not to remove 
necessary words.  Often, the best way to ensure high readability is for the speaker to 
speak carefully and grammatically correct.  This option, however, is often not practical in 
real-life situations.  There are many Speech-to-Text algorithms that attempt to increase 
readability, which will be discussed throughout this research paper.   
 
Ross Stuckless [3] argues that word “accuracy” is important, but is not the best way to 
measure one’s ability to comprehend the transcript.  This is why Stuckless developed the 
readability percentage test in order to compare the readability of transcripts from different 
systems.  Stuckless’ algorithm requires someone grading the Speech-to-Text Transcript 
to follow the steps below while simultaneously reading the transcript and listening to an 
audio version of the speech:  
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1. Add the number of speaker changes, total words spoken, and 
total sentences spoken. 

2. Add the number of times the identification of speaker changes 
were omitted from the text, total word errors, and the number 
of times sentence identification was omitted. 

3. Subtract (2) from (1). 
4. Divide (3) by (1) to obtain the readability percentage or score 

[3]. 
 

As Jones, et al., [4] explains, word accuracy is very important to the overall readability of 
a document, as is evident in their experiment which shows that reference texts, both 
edited and unedited, have a higher readability than system produced transcripts.  A 
reference text is a transcript written by Jones et al. using a theoretical upper bound for 
word accuracy of a Speech-to-Text system.  Even the standard reference text provides the 
reader a higher understanding than the cleaned up version of the system texts, which 
when done by the system, actually seems to decrease readability.   
 
Jones, et al., however, use a different method [5] of measuring readability using a case 
study.  This method asks participants to read the translated texts and answer questions, 
and then determines the readability based on the amount of time taken to read the text and 
answer the questions as well as the accuracy of the answers given.  Just as there are 
several ways to measure the readability of a document, there are several different systems 
and implementations of increasing readability, none of which are perfect. 

4. Speech-to-Text Translation Systems 

The various models of Speech-to-Text Translation Systems in use today, all of which use 
different methods to increase the speed and word accuracy, create an efficient and 
accurate transcript which can be easily post modified for a highly readable result.  Some 
examples of such systems include Sphinx, a Lexical Search Tree, and the VUST model.  
Sphinx [6], the most widely used of these systems, uses an efficient and fairly accurate 
method.  Another theoretical example [7] by Mosur Ravishankar is difficult to 
implement, but uses a lexical tree along with post-processing to create a system which 
could potentially create higher accuracy results at a much faster rate compared to the 
Sphinx system.  The VUST [8] system has been developed at Villanova University and 
builds upon the Microsoft Speech Recognition Engine, or MSRE.  The MSRE is built 
into all computers running the Windows operating system.   

4.1 Sphinx 

Sphinx is one of the first speech recognition systems created.  The Sphinx system was 
invented in 1988 at Carnegie Mellon University and became the first high performance 
Speech-to-Text Translation System [9].  The system was the first to use the idea of 
Hidden Markov Models (HMM) to choose the word with the highest probability match 
for speech sounds.  While the original Sphinx is no longer used, as developments have 
led to several updates, the latest of which is a modern version called the Sphinx IV 



 46

system [6], the theory behind the first Sphinx system remains vital to understanding how 
Speech-to-Text Systems work.   

The main concept behind Sphinx is the Hidden Markov Model, or HMM: a mathematical 
model for generating probabilities of change from one state to another.  We have created 
a very simple example of an HMM which uses the probabilities of weather as shown in 
Figure 1. 

 

Figure 1.  HMM of Weather Probabilities 

We can see in Figure 1 that if the current weather is in a sunny state, there is an 80% 
chance that it will remain sunny, and a 5% chance of a thunderstorm.  However, if it is 
cloudy, there is a 25% chance of a thunderstorm and only a 15% chance of sunshine, and 
so on.  There are also hidden states which are not shown, such as the probability of snow 
or clear skies.  This type of model is used in speech recognition software by creating a 
model of probabilities which simulate generalized triphones.  A triphone is “simply a 
distinct phonetic unit labeled with its immediately adjacent phonetic contexts. Triphones 
were, and remain, one of the most effective innovations in modeling speech sounds in 
HMM-based systems” [9].   

An HMM attempts to determine, based on the syllables already spoken, what the next 
syllable will be.  This is then applied to words as well, as the first Sphinx system kept a 
library of word pairs which were allowed by the language, and which were not.  The 
HMM would determine the highest probability for the next word based on the probability 
of which words had followed the word spoken in the past.  This makes it easier for the 
HMM to learn how a speaker creates sentences and phrases, as well as which words are 
most likely to be used in a given situation [6]. 

The HMM system used by Sphinx ensured a very high accuracy rate for the first time in 
the history of Speech-to-Text Systems with a large vocabulary.  According to Singh [9], 
for most lectures using a 1000-word vocabulary, the Sphinx system demonstrated a 90% 
accuracy rating.  It was also very efficient, because Sphinx could be run in real time, 
displaying the words as they were spoken.   
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4.2 Lexical Tree Search 

A theory proposed by Mosur K. Ravishankar of Carnegie Mellon University suggests that 
a Lexical Tree Search [7] may surpass the HMM as the future of Speech-to-Text 
Translations.  A Lexical Tree provides a way to reduce the search space for a Speech-to-
Text System word search by combining similar sounding pronunciation keys into a tree.  
This avoids having to save duplicates for words or branches of words that sound similar, 
when they can all be stored into an easily searchable tree.  This method is thought to be 
as much as 5 times faster than the Sphinx system, but because of the combination of 
words, it loses some accuracy without the probability of the HMM.  When used with post 
processing, this approach can yield the same fast speed while increasing the word 
accuracy to a level very close to that of the Sphinx system [7].  

Mosur Ravishankar [7] suggests post-processing solutions that would improve the 
accuracy of the Lexical Tree Search algorithm, which include employing algorithms such 
as the Phonetic Fast Match Heuristic, Re-score Lexical Tree Word Search, and the Global 
Best Path Search in addition to the Lexical Tree Search.  The Phonetic Fast Match 
Heuristic looks ahead at the next several basephone roots of the lexical tree and 
eliminates those phones which are not currently active.  This in turn eliminates words that 
can not possibly be spoken based on the first syllable, and doubles the speed of the final 
search.  After the search, the lexical tree outputs a lattice of the words found.  This can be 
re-scored to create a list of the most likely word choices based on pronunciation and 
context.  Finally, the Global Best Path Search is the hardest to implement.  Sphinx II uses 
Viterbi Search [6], which determines the probability between two word choices based on 
the single word spoken immediately before and immediately after the word in question.   
 

  
 

This approach is illustrated in Figure 2.  Global Best Path Search [7], on the other hand, 
looks at all spoken words to find the most probable word selection.  For example, in 
Figure 2, each node represents a possible word choice for the Sphinx-II system.  Given 
the words chosen for w1 and w4, the probability values suggest that w2 is a more likely 
choice than w3, so w2 is chosen and the system moves on.  In Global Best Path search, 

Figure 2.  Sphinx-II Viterbi Search [7] 
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however, if the system reached w5 (or even w6, w7, w8…) it may realize that w3 was in fact 
a more likely choice, and will backtrack and fix this error.  Because it is not limited to the 
words immediately before and after the word in question, this process requires a second 
pass through the text after all the words have been spoken in order to obtain a true 
probability of each word choice, which we find impossible to implement in a real-time 
situation [7]. 

4.3 VUST 

Kheir and Way [8] created the Villanova University Speech Transcriber, or VUST, an 
automatic speech transcription system which enhances the Microsoft Speech Recognition 
Engine (MSRE) to create fast and accurate transcriptions.  The VUST System works with 
two additional pieces of software, a Training Engine, and DiBS.  Information from this 
software is used to increase the vocabulary and the accuracy of the MSRE.  

 

 

The VUST system is depicted above in Figure 3.  The dotted line around the center 
portion of the image represents the computer that the VUST system is running on.  The 
headset microphone sends information to the wireless receiver, which forwards it to the 
Speech Recognition Engine along with the information from DiBS and the Training 
Engine.  Theoretically the DiBS and Training Engine software components could be used 

Figure 3.  VUST System Design [8] 
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in conjunction with any Speech Recognition Engine, such as Sphinx or the Lexical Tree 
Search which we discussed earlier, but in this particular case, it is the MSRE. The 
transcript from the Speech Recognition Engine is then put on the VUST server, where it 
can be downloaded to clients, as seen in Figure 3. 

Ultimately, the goal of the VUST system would be for the server to exist outside of a 
personal computer, and allow students to simply download the transcript from anywhere 
on campus directly from the server.  Ideally, the server would also be able to store 
information about particular speakers, such as the results of the training engine, and 
would be completely invisible to both the speaker and reader [8]. 

4.3.1 DiBS 

One of the most important applications created for use in a university classroom is 
VUST’s DiBS.  DiBS stands for Dictionary Building Software, and is a key component 
of the VUST system which allows for an expandable and topic specific vocabulary to be 
implemented for the Speech-to-Text transcription.  DiBS allows the user to add custom 
words to the recognizable vocabulary of the Speech-to-Text System.  These words can be 
added in a variety of ways, including scanning a given document for larger words that it 
does not recognize, and adding them to the dictionary.  This is essential for applications 
such as teaching Computer Science classes where the language is constantly changing 
[8].  The words added to DiBS are added to the MSRE using rules for pronunciation of 
letters in order to make the best assumption of when a word should be recognized.  If the 
words added through DiBS are still not recognized, either because of exceptions to the 
typical pronunciation rules or complicated spelling, they can be specifically trained using 
the VUST Training Engine. 

4.3.2 Training Engine 

The VUST Training Engine requires the speaker to read a list of words and phrases into a 
microphone for approximately 30 minutes in order for the system to adapt to recognize 
patterns of speech by the particular speaker.  This is an optional step in the VUST system, 
but increases the accuracy of the transcriptions, and needs to be performed only once for 
a speaker before infinite translations are made [8].  The Training Engine also gives an 
option to read words which were added into the DiBS aloud, and train the system to 
better recognize the new vocabulary as well.  According to Kheir and Way, when DiBS, 
the Training Engine, and training of words added through DiBS are used, word accuracy 
of computer science lectures increased to near 94%, a huge increase from the 75% 
accuracy of the untrained MSRE [8].  This setup was tested in a classroom setting at 
Villanova University, which was found to be very helpful to both hearing and hearing-
impaired students, yet many steps still remain to create a completely accessible and 
practical option for widespread use in university classrooms.   
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5. Ideas for Future Research Directions 

There is still much to be explored in the task of improving the readability of Speech-to-
Text Transcripts, especially for use in the classroom.  Some of the main ideas revolve 
around increasing the word accuracy of the system itself.  This is a huge step in achieving 
a readable and helpful transcript because regardless of structure, if the words are wrong, 
reading becomes difficult.  The next step is to show indications of grammar and structure 
throughout the transcript to make reading the transcribed words more natural.  This is a 
difficult task because humans rarely speak in the same way in which they write or read.  
Finally, incorporating these systems into classrooms is a difficult task, but one that would 
make learning and participating in a classroom accessible for hearing-impaired students 
[10]. 

5.1 Classroom Use 

The VUST System has already been tested in a classroom [8] as a projection of the words 
spoken by the professor in real time during a computer science lecture.  All of the 
students, including those who were not hearing-impaired, found the output to be of 
enormous benefit, and agreed it matched generally what was taught in class.  However, 
there is still a need to be in class, as the transcript does not offer the full benefits of being 
physically present.  Wald, M., Bain, K. and Basson, S. H. [11] detail a new movement in 
an effort for the hearing-impaired to have Automatic Speech Recognition systems in 
classrooms through the Liberated Learning Project (LLP).   LLP [12] looks to use new 
technology to even the playing field for disabled and no disabled students by making 
classes accessible to all students with devices such as Speech-to-Text Systems.  While 
these are all great improvements to the classroom for hearing-impaired students that exist 
currently, there are still major issues that need to be fixed to increase the accuracy and 
readability as well as the accessibility of these systems [10].   

5.2 Increase Accuracy and Readability 

Continuing research to increase the accuracy and readability of Speech-to-Text 
Transcripts must increase the amount of information that can me gather by simply 
reading the transcript.  One idea presented by Wald, M. and Bain, K would be to include 
indications of emotion, mood, and tone of voice [10].  This would greatly increase the 
ability to detect anger, sadness, sarcasm, and questioning phrases which may have been 
too subtle to pick up on otherwise.   

Jones, et al. [5] look to research which errors are the most harmful for the readability of a 
transcript, and to make correcting those errors a priority over less important errors.  For 
example, capitalization of the first letter of a sentence may not be as important as 
indicating a change in speaker.  To increase the accuracy of Speech-to-Text Transcripts, 
Wald, M. and Bain, K. also suggest two ideas based on word confidence and phonetic 
spelling [10].  For instance, if a word is not recognized with a high enough probability 
percentage for the computer to be sure it has chosen the right word, it could give the top 3 
choices it has with the probability rates it calculated.  Or, the document could also print 
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out the phonetic spelling of syllables that make up the mistranslated word and allow the 
reader to make their own translation of the word in question. 

 

5.3 Increase Accessibility 

The accessibility of Speech-to-Text Systems, especially in classrooms, is a difficult 
problem to solve.  While projecting a transcript on a screen in real-time during a 
classroom may seem like an easy solution, it has problems too, because it requires a 
hearing-impaired student to constantly read the screen, which takes away from other 
things that may be going on in class at the same time, such as notes being written on the 
board, or a professor solving a problem or explaining diagrams which require the visual 
attention of the student as well.    

Kheir and Way [8] suggest an expansion of their DiBS tool could also help accessibility 
because dictionary classes that apply to certain classes or certain teachers could be saved 
to a server and uploaded at the appropriate time.  Also, a personal profile could be saved 
for each teacher which would remember the results of the Training Engine and would 
automatically load every time that person speaks to the software.  This eliminates the 
need to re-train the software every time a speaker or class is changed [8].  Another way to 
minimize the problem of a student needing to look at two screens during class, or have 
two separate documents when studying for a test, is to intermix the translated speech 
directly into a document which is being discussed and explained to show where a person 
is talking about [10].  Another major issue in accessibility, even for those who are not 
hearing-impaired, is the difficulty to translate spoken word into different languages, for 
use in other countries, or in multilingual classrooms [5].  

6. Proposed Work 

Past research has shown that the key to improving accuracy, readability, and accessibility 
of Speech-to-Text Transcripts is to change the single sentence output of a translation 
system into an organized paragraph of sentences with proper punctuation.   

We propose to design and analyze methods which would accurately formulate visual 
indications of pauses, sentence structure and punctuation, and changes of speaker in a 
paragraph form.  This is the step that would make a transcript seem more like a formal 
written paper rather than a jumbling of words in a large unorganized paragraph.  In order 
to do this, we need a system which does not already make adjustments based on speaker 
pauses.  In our case, the VUST System [8] is the most accessible, as it is both free and 
easily upgradeable.  We propose to modify the DiBS in order to recognize speaker pauses 
and the approximate length of time of the pauses, and add them to the translation.  For 
example, depending on the length of time a speaker stops between words, we intend to 
create specific symbols representing short pause, pause, or long pause which will appear 
in the text where the pauses occurred.   
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We also propose to implement another software device, in addition to the Training 
Engine and DiBS, which would format the resulting transcript into paragraph form, based 
on the pauses dictated.  This would require research into the average length of a speaker’s 
pauses in various situations.  We propose to research various speakers and implement a 
system which determines a relative ratio of the difference in pause lengths, rather than a 
simple scale based on seconds.  However, every speaker will pause for different lengths 
of time, depending on how fast or slow they speak, so some of our information about 
relative pause length must come from the supplied Training Engine.   

The software device we plan to implement would in theory read the entire transcript 
including the pause length symbols and format a paragraph from the results.  For 
example, short pauses may indicate the need for a comma, while a normal pause could be 
the end of a sentence.  In this case a period would replace the symbol for pause and the 
next word would be capitalized.  A longer pause might indicate a new paragraph or a loss 
in train of thought.  This could also be used to determine a change in speaker, as if after a 
long pauses, the length and frequency of pauses changes, it may indicate a new person 
has begun speaking, which could be noted as well.   

7. Conclusion 

Since the first commercial use of Speech Recognition in 1982, the systems of Speech-to-
Text Translation have made huge leaps in accuracy; however, the readability and 
accessibility of these systems still suffers.  We believe our research in this area should 
look to improve the ways in which word accuracy is achieved, as the value of achieving 
the correct words cannot be made up with the addition of punctuation and indications of 
speaker pauses.  Also, we emphasize that the most important step in all of this research is 
the increase of accessibility.  There is no use increasing the readability and accuracy of 
Speech-to-Text Transcripts if they will not be used.  These systems must be easy to 
implement, and demonstrated throughout our everyday lives.  In order for this to happen, 
we must research especially ways to detect different speakers and multiple languages 
because that is what will allow for useful access for the entire world.   

If systems of Speech-to-Text Recognition remain as they are today; highly accurate only 
when detecting a single language from one single speaker, who specifically trained the 
system, it will fail as an unpractical solution.  Luckily, we believe advances to both 
software and hardware will greatly help the case for these systems in the near future.  
With continuing research in manufacturing hardware, faster and cheaper computers 
should allow for much more processing to be done in a short amount of time in the future.  
This could yield much higher readability statistics as systems could process grammar and 
word pauses into the transcripts and without wasting much time.   

We can also see that the accessibility of these systems looks to improve as well, with 
projects such as LLP [12] striving for fair opportunities for disabled persons.  In the 
United Kingdom already, there are laws requiring the funding for use of Automatic 
Speech Recognition systems for any class with a hearing-impaired student [10].  This 
could soon be true for the United States and other parts of the world as well as the 
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software becomes more practical and less expensive, and the demand for fair opportunity 
of hearing-impaired students grows.   
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